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1. Executive Summary

The transition of non-terrestrial networks (NTN) from proprietary terminal architectures to Direct-to-Cell

(D2C) protocols represents a fundamental paradigm shift in global telecommunications infrastructure.

Starlink's iteration of this technology, often categorised as Supplemental Coverage from Space (SCS),

evolves its network from a ground-reliant relay system into a hybrid space-based mesh architecture

featuring highly advanced regenerative payloads . By deploying Long-Term Evolution (LTE) and 5G New

Radio (NR) eNodeB and gNodeB infrastructure directly on low Earth orbit (LEO) satellites, Starlink

leverages existing 3GPP standards to communicate natively with unmodified commercial off-the-shelf

(COTS) user equipment . This technical due diligence report provides an exhaustive investigation into

Starlink's D2C architecture, focusing on physical layer (PHY) link budgets, media access control (MAC)

timing synchronisations, space-segment hardware, and international regulatory frameworks.

The analysis is specifically contextualised for the Australian telecommunications landscape, taking into

account Australian Communications and Media Authority (ACMA) regulations, local terrestrial gateway

deployments in New South Wales, and current Mobile Network Operator (MNO) integrations involving

Optus and Telstra . The current constellation is engineered to provide initial short messaging services

(SMS) and emergency alerts, with a defined roadmap progressing to voice and limited broadband data

under 3GPP Release 17 and Release 18 NTN standards. The commercial viability of this architecture is

robustly supported by a vertically integrated launch cadence and aggressive strategic spectrum

acquisitions, notably the $17 billion transaction involving EchoStar spectrum assets . However, the

underlying physics of extreme free-space path loss (FSPL), severe Doppler shifts, and heavily restricted

spectral efficiency impose strict deterministic limits on per-user capacity. The assessment indicates that

while Starlink D2C will eradicate global cellular dead zones and dominate rural connectivity, it will

function strictly as a supplementary macro-layer, fundamentally incapable of replacing dense terrestrial

networks in urban or heavily attenuated indoor environments.

2. Historical Development

The concept of operating cellular base stations in orbit relies on the recent convergence of massive phased-

array antenna technology, highly efficient custom silicon for software-defined radios (SDR), and the

availability of low-latency orbital shells. The modern Starlink D2C initiative accelerated significantly

following SpaceX's strategic acquisition of Swarm Technologies, an Internet of Things (IoT) satellite

provider, which laid the foundational engineering for low-bandwidth satellite-to-device communication .

This was subsequently followed by a landmark partnership announcement with T-Mobile in 2022 to utilise

the PCS G Block spectrum for direct mobile connectivity .

The regulatory pathway for this architecture has been characterised by unprecedented speed and scale. In

late 2023 and early 2024, the United States Federal Communications Commission (FCC) provided limited

experimental and operational grants to validate the PHY-layer link closure.
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By late 2024, the FCC officially approved SpaceX's request to deploy up to 15,000 next-generation Starlink

satellites equipped with D2C payloads . To close the highly asymmetric link budget to terrestrial mobile

handsets, SpaceX sought and received FCC authorisation to modify its Gen2 constellation architecture,

lowering the operational altitudes of 7,500 satellites to extremely low orbits ranging from 340 kilometres

to 360 kilometres . In a watershed moment for satellite-cellular convergence in 2026, the FCC approved a

$17 billion spectrum transfer from EchoStar to SpaceX, encompassing 65 megahertz of mid-band

spectrum across the AWS-4, AWS-H Block, and unpaired AWS-3 bands. This dedicated spectrum asset

facilitates the transition toward a full hybrid mobile network operator architecture .

Milestone Category Specific Engineering & Regulatory Milestones

Early Development Acquisition of Swarm Technologies; initial concept validation for IoT payloads; T-Mobile

partnership announcement leveraging PCS G block .

FCC Constellation

Grants

Approval for 15,000 Gen2 satellites; partial grant for 7,500 satellites operating at 340 km to 360

km altitudes to minimise FSPL .

Spectrum Acquisition $17 billion EchoStar transaction transferring 65 MHz of AWS spectrum to SpaceX, enabling

massive capacity expansion .

Australian

Milestones

ACMA spectrum tune-ups for D2M services; Optus trial agreements utilizing 700 MHz Band 28;

Telstra partnership formalisation .

3. System Architecture Deep Dive

The Starlink D2C architecture operates across three highly synchronised segments. Unlike legacy

transparent satellite architectures where the spacecraft acts purely as a bent-pipe RF repeater, Starlink's

D2C implementation relies heavily on regenerative and semi-regenerative processing, placing core eNodeB

functions directly in orbit .

The space segment utilises the Starlink V2 Mini and subsequent Gen2 satellite buses. These platforms host

custom-designed phased-array antennas that can deploy to create an effective aperture of up to

approximately 223 square metres . The payload consists of an LTE eNodeB baseband processing unit

driven by custom silicon designed for ultra-low power consumption and massive parallel processing in a

high-radiation environment . Gen2 satellites generate substantial power through advanced solar arrays to

drive the high Effective Isotropic Radiated Power (EIRP) required to reach unmodified handsets. The on-

board processing architecture allows the eNodeB payload to natively handle Radio Resource Control

(RRC) and MAC layer scheduling. This limits the round-trip-time exposure by keeping the MAC

scheduling loop strictly between the satellite and the user equipment, rather than requiring a continuous

loopback to a terrestrial gateway .
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Furthermore, these satellites maintain optical inter-satellite links via laser, forming an X2 interface

equivalent in space, enabling the routing of cellular traffic across the constellation before downlinking to

an optimal terrestrial gateway . The ground segment comprises gateway Earth stations operating in the

Ka and V bands, feeding into standard Evolved Packet Core (EPC) or 5G Core (5GC) terrestrial networks

via standard S1 or N2 interfaces. In the Australian context, gateways located in eastern and southern

Australia act as the primary backhaul hubs, routing traffic into local terrestrial fibre networks . The user

segment requires strictly unmodified LTE or 5G smartphones with standard omnidirectional antennas,

ensuring zero consumer friction for service adoption .

      [Mobile Phone / User Equipment] | | (LTE/NR RF Link via PCS/AWS/700MHz) v [Starlink Satel

     

4. RF Engineering Analysis

Closing the link budget between a rapidly moving LEO satellite and a terrestrial handset possessing a

negative to zero dBi antenna gain is the primary engineering constraint defining the D2C architecture. The

choice of spectrum bands is critical to overcoming this limitation. Starlink utilises licensed terrestrial

spectrum through MNO partnerships to bypass traditional Mobile Satellite Service allocations, heavily

relying on the PCS G Block at 1900 MHz (via T-Mobile US) and newly acquired AWS spectrum . In

Australia, the Optus partnership leverages the sub-1 GHz 700 MHz band (Band 28), which is critical for

achieving reduced path loss and superior foliage penetration compared to mid-band frequencies .

To mathematically prove the feasibility of this system, a representative link budget must be evaluated at an

operating frequency of f = 2.0 GHz and a minimum orbital altitude of d = 340 km . The Free Space Path

Loss is the dominant factor in the signal degradation. The FSPL is calculated as:

FSPL(dB) = 32.4 + 20 log (f ) + 20 log (d )

Substituting the assumed values:

FSPL = 32.4 + 20 log (2000) + 20 log (340) ≈ 32.4 + 66.02 + 50.63 = 149.05 dB
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At the edge-of-cell, where the slant distance increases to approximately 550 km, the path loss increases to

roughly 153.2 dB .

The uplink budget from the user equipment to the satellite is the most heavily constrained link. A standard

smartphone transmits at a power of 23 dBm (0.2 Watts), though high-power classes may reach 26 dBm .

The UE antenna gain is typically modelled at −3 dBi to account for body loss and polarisation mismatch .

To capture this weak signal, the satellite relies on a massive phased array providing approximately 35 dBi

of highly focused spot-beam gain . The thermal noise floor is calculated using N = kTB. Assuming a 5 MHz

channel bandwidth:

N(dBm) = −174 + 10 log (5 × 10 ) = −174 + 67 = −107 dBm

Factoring in a highly sensitive satellite receiver noise figure of 2 dB, the total receiver noise floor sits at

−105 dBm . The received power is determined by the standard link equation:

P  = P  + G  − FSPL + G  − L

Assuming 1 dB of atmospheric and ionospheric loss, the received power is calculated as:

P  = 23 + (−3) − 149.05 + 35 − 1 = −95.05 dBm

The resulting Signal-to-Interference-plus-Noise Ratio (SINR) is the received power minus the noise floor,

yielding an SINR of +9.95 dB. An SINR of approximately 10 dB is highly sufficient to maintain robust

QPSK or 16-QAM modulations under 3GPP specifications, providing theoretical uplink capacities of

roughly 2 Mbps to 5 Mbps per user depending on resource block allocation . The downlink budget from

the satellite to the UE generally features superior margins due to the satellite's massive power generation

capabilities, though it remains heavily bounded by FCC out-of-band emission limits and power flux

density limits to prevent interference with terrestrial networks .

5. Antenna and Beamforming Analysis

The physical transition from traditional Ku/Ka-band terminal antennas to cellular spectrum involves

significant geometry challenges. Because the wavelength at 2 GHz is approximately 15 centimetres

compared to 2.5 centimetres at 12 GHz, the antenna elements must be proportionally larger to achieve

resonance. To generate the requisite 35+ dBi gain required to close the link budget, Starlink utilises vast

phased arrays deployed in orbit, combined with sophisticated massive MIMO spatial multiplexing

techniques .

These arrays dynamically steer tight spot beams across the Earth's surface to counter the satellite's

extreme orbital velocity of approximately 7.7 km/s.
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The beam overlap strategy is meticulously managed by the eNodeB software to allow inter-beam

handovers without user interruption . A critical innovation in this domain is SpaceX's delay

compensation mechanism, detailed in US Patent 12757141 B1. This system measures minute signal

propagation delays across multiple beams and actively buffers the faster signals so that every beam arrives

synchronously at the user equipment, effectively resolving multi-path and inter-beam timing

misalignments that would otherwise degrade the LTE waveform .

6. 3GPP Standards Compliance

Starlink's deployment relies natively on standard LTE and 5G NTN definitions ratified by the 3GPP,

specifically detailed in TR 38.821 and implemented via TS 38.331 and TS 38.101-5 . The engineering

hurdles of NTN compared to terrestrial networks are predominantly physical, specifically regarding

Doppler shift and temporal propagation delay .

In a terrestrial macro cell, the maximum round-trip time is fractional milliseconds. In a 340 km LEO orbit,

the absolute minimum RTT at zenith is approximately 2.2 ms, rising to over 10 ms at low elevation

angles . The 3GPP mitigates this by restructuring the standard closed-loop Timing Advance mechanism.

The satellite broadcasts System Information Block 19 (SIB19), which contains critical satellite ephemeris

data including precise orbital coordinates, velocity vectors, and the ta-Common value representing the

feeder link delay . Before executing the Random Access Channel (RACH) procedure, the UE uses its

internal GNSS receiver to establish its precise geolocational position. It computes the exact slant range to

the satellite using the SIB19 ephemeris data and applies an open-loop pre-compensation to its uplink

transmission timing . Furthermore, the network signals cellSpecificKoffset to modify the UE's MAC-layer

timer expectations. Standard NR scheduling relationships fail when transmission spans several

milliseconds; the K  parameter deliberately delays the UE's expectation of HARQ acknowledgements to

account for the orbital distance .

Additionally, a LEO satellite passing overhead induces a massive Doppler shift of up to ±24 kHz at 2

GHz . To counter this, the gNodeB applies common Doppler pre-compensation, offsetting its

transmission frequency for the exact geographic centre of the beam . The UE then calculates the

remaining residual shift based on its specific location within the beam footprint and pre-compensates its

uplink transmissions, ensuring orthogonality at the satellite receiver. Because standard NB-IoT receivers

can only compensate for approximately 1 kHz of shift, the satellite must utilize highly concentrated beam

diameters to constrain the residual frequency error at the edge of the cell .

7. Satellite Constellation Engineering

The Starlink D2C fleet represents a highly specialised sub-constellation optimised for spectral link closure

rather than raw backbone bandwidth. The orbital architecture requires satellites to be placed in ultra-low

orbital shells at 340 km, 345 km, 350 km, and 360 km . This aggressive lowering of the orbital altitude

fundamentally minimises FSPL and reduces the RTT.
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However, operation at 340 km induces significant atmospheric drag. Satellites must utilize high-efficiency

Hall-effect thrusters continuously to maintain station keeping and prevent orbital decay . Consequently,

the operational lifecycle of these satellites is intrinsically shorter, estimated at 3 to 5 years. This rapid

obsolescence ensures continuous hardware iteration and guarantees end-of-life deorbiting without

contributing to long-term orbital debris . The massive 15,000-satellite authorization ensures continuous,

multi-satellite overlapping coverage, which is an absolute imperative for seamless handover execution and

for mitigating signal blockage caused by topography and structural shadows .

8. Network Integration Analysis

Starlink's fundamental commercial strategy involves integrating its space assets into terrestrial MNO

networks seamlessly, completely bypassing the need for consumer hardware upgrades or bespoke

applications. The eNodeB payloads integrate directly into standard terrestrial core networks. The satellite

backhauls the S1-U and S1-MME traffic for LTE, or N2/N3 traffic for 5G, via a Ka-band or V-band feeder

link down to a terrestrial gateway, which connects directly to the MNO's core network.

Standard 3GPP mutual authentication and key agreement (AKA) protocols are preserved natively. The

UE's SIM card authenticates exactly as if it were connected to a standard terrestrial macro cell. For billing,

tracking, and policy control, Starlink operates essentially as a unique Tracking Area within the partner

MNO's network structure . In the Australian context, Starlink has executed significant partnerships with

Optus, focusing on the 700 MHz Band 28, and Telstra . The ACMA heavily regulates spectrum sharing to

prevent interference, and recent spectrum tune-ups explicitly addressed regulatory frameworks for

satellite direct-to-mobile services.

Integration Component Implementation Mechanism

RAN Integration Orbiting eNodeB/gNodeB payload handling PHY/MAC layers natively .

Backhaul Ka-band or V-band feeder links terminating at regional Earth stations .

Core Network S1/N2 interfaces linking gateways to partner MNO EPC/5GC .

Authentication Standard terrestrial SIM AKA protocols handled by MNO AUSF/HSS .

Australian Partners Optus (Band 28 focus) and Telstra (general D2M integration) .

9. Capacity and Performance Analysis

Unlike dedicated terrestrial spectrum where a single tower might serve thousands of high-bandwidth users

via massive sectorisation, satellite spectrum is heavily constrained by the physics of wide-area

illumination. Early engineering assessments using the PCS G block, which is a 2 × 5 MHz allocation,

estimate spectral efficiency at approximately 1.98 bits/s/Hz for omnidirectional handsets.
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Optimal conditions utilizing 256-QAM can push this to 4.5 bits/s/Hz . A single 5 MHz beam yields roughly

4 Mbps to 8 Mbps of aggregate downlink capacity . If wider bandwidths are applied, such as the 65 MHz

acquired in the EchoStar deal, this could theoretically scale to significantly higher throughputs per beam .

However, because this capacity is shared across a beam footprint spanning thousands of square

kilometres, it is entirely unsuited for dense urban environments like Dee Why or the broader Sydney

basin. The application of this technology is strictly intended for rural, maritime, and emergency

connectivity where terrestrial competition is non-existent. Initial rollouts are strictly constrained to basic

SMS and emergency alerts. With constellation densification, voice-over-LTE and persistent IoT

connections will become technically viable .

10. Mobility and Handover Engineering

Due to the extreme velocity of LEO satellites relative to the Earth, the cell effectively moves across the

stationary user, rather than the user moving through a stationary cell grid. A UE will typically remain in

the footprint of a single spot beam for a maximum of two to four minutes . To avoid the severe latency

penalty of executing a full Random Access procedure every few minutes, 3GPP Release 18 standardises

RACH-less handovers for intra-satellite and defined feeder-link switches. The network utilizes the

ephemeris data to predictably schedule the handover, seamlessly transferring the UE to the next arriving

beam without dropping session persistence . Furthermore, the continual variation in RTT means the UE

must dynamically adjust its Timing Advance continuously based on the calculated polynomial drift of the

satellite as it moves from horizon to zenith and back to horizon .

11. Regulatory and Spectrum Landscape

Deploying terrestrial spectrum from space inherently risks interfering with incumbent terrestrial

networks, leading to intense regulatory scrutiny. In the United States, the FCC's Supplemental Coverage

from Space framework establishes strict operating parameters, most notably enforcing an aggregate out-

of-band emission power flux-density limit of −120 dBW/m /MHz at 1.5 metres above ground level to

protect adjacent spectrum users from interference . The FCC has established flexible terrestrial-space

leasing arrangements in bands including 600 MHz, 700 MHz, 800 MHz, and PCS . In Australia, the

ACMA has actively sought to harmonize D2M policies with global standards. The Optus partnership relies

on careful geographic fencing of Band 28 transmissions to prevent interference with other regional

operators and emergency services . Telstra's parallel agreements indicate that the ACMA will likely adopt

a technology-neutral, interference-centric leasing framework closely mirroring the FCC's SCS

architecture .
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12. Competitive Analysis

The Direct-to-Cell market is rapidly accelerating and is heavily segmented across three primary

architectural paradigms: eNodeB payloads on large constellations, massive unfolding arrays on small

constellations, and proprietary Mobile Satellite Service integrations.

Provider Architectural

Strategy

Technical Strengths Commercial & Engineering Risks

Starlink Regenerative

eNodeB on LEO

Bus

Unmatched launch cadence; vertical

integration; $17B spectrum cache;

massive global partnerships .

Capacity constraints due to

physically smaller arrays compared

to AST SpaceMobile.

AST

SpaceMobile

Massive 'Cell

Tower in Space'

Enormous unfolding phased arrays

(~400 sqm) yield superior link

budgets, achieving 20 Mbps

downlink .

Reliant on external launch

providers; high per-satellite capital

expenditure.

Lynk Global Small-sat eNodeB Early market entry for basic SMS

functionality with over 40 MNO

partnerships globally .

Severely limited power budget

restricts viability beyond basic

asynchronous messaging and IoT.

Apple/Globalstar Proprietary MSS Proven global operational capability

using dedicated Band n53 spectrum.

Requires highly specialised

hardware (iPhone 14+); not a true

transparent LTE/NR network .

While AST SpaceMobile holds a pure physical layer advantage due to raw antenna aperture size, Starlink's

dominance in launch capability and its strategic acquisition of EchoStar's spectrum make it the dominant

commercial force in the sector .

13. Security Analysis

Integrating non-terrestrial networks with legacy terrestrial networks introduces novel and highly specific

attack vectors. Starlink's transparent use of the MNO core means that UE authentication occurs via the

terrestrial AMF/AUSF using AES encryption, effectively mitigating over-the-air spoofing of subscriber

identities . However, because 3GPP Release 17 and 18 mandate that the UE use GNSS to pre-compensate

for timing and Doppler shifts, the system is acutely vulnerable to local GNSS jamming or spoofing . If a

threat actor spoofs GPS coordinates, the UE will calculate an incorrect K  and Timing Advance,

effectively resulting in a denial of service for that specific device . Furthermore, the Ka-band and V-band

gateway earth stations form critical single points of failure. Physical or cyber-attacks on these terrestrial

nodes would sever the satellite's S1 backhaul link, terminating service across thousands of square

kilometres instantly.

14. Economics and Business Case

The capital expenditure models for Starlink are drastically distorted by SpaceX's internal, vertically

integrated launch costs. While legacy satellite operators routinely spend upwards of $150 million per GEO

satellite, SpaceX achieves massive economies of scale, producing Gen2 satellites at a fraction of the cost.

The $17 billion acquisition of EchoStar's spectrum underlines the massive capital requirement of space-

cellular convergence.
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SpaceX views licensed spectrum as the primary operational bottleneck, rather than hardware or launch

capabilities . Revenue potential is highly promising; industry surveys indicate that a significant percentage

of consumers would consider switching mobile providers for guaranteed D2C capabilities . Through

wholesale MVNO models or revenue-sharing agreements with partners like Optus and Telstra, Starlink

can monetize global cellular dead zones globally without directly competing for urban consumer billing,

ensuring a steady, high-margin revenue stream.

15. Future Roadmap

The strategic deployment of D2C services follows a strict evolutionary timeline heavily reliant on

constellation density and regulatory spectrum unlocking . In the immediate term, operations are strictly

limited to basic texting and asynchronous IoT leveraging thin spectrum slices . As sufficient Gen2

satellites are deployed at the 340 km altitude to guarantee continuous multi-satellite visibility, voice-over-

LTE and persistent IoT connections will become stable . Looking toward the end of the decade, the

integration of 5G New Radio waveforms will push peak theoretical capacities higher via wider carrier

aggregation utilizing the newly acquired EchoStar AWS spectrum . Ultimately, as 6G frameworks natively

assimilate non-terrestrial endpoints, the maturation of Starlink D2C will establish the foundational

standard for ubiquitous three-dimensional network architectures.

16. Critical Assessment: Engineering Constraints and Limitations

Despite the aggressive marketing narrative surrounding D2C technology, rigorous engineering analysis

identifies absolute physical limitations that cannot be bypassed by software or orbital adjustments.

Building penetration loss is a severe constraint. At frequencies between 1.9 GHz and 2.5 GHz, common

building materials induce massive attenuation. Concrete walls induce 20 dB to 30 dB of loss, while low-

emissivity coated glass induces 25 dB to 40 dB of signal degradation . Given the extremely narrow link

margin calculated previously, Starlink D2C will definitively not function indoors without the aid of a

dedicated repeater. Furthermore, capacity density is fundamentally restricted by the Shannon-Hartley

theorem. An area traffic capacity of 1.5 Mbps/km  for NTN pales in comparison to urban terrestrial cells

that achieve magnitudes higher throughput density . Consequently, Starlink D2C cannot be utilised to

relieve urban network congestion. Finally, battery drain remains a concern; closing the link often requires

the UE to operate at its maximum transmission power continuously. Prolonged use of D2C for voice or

continuous data transmission will result in aggressive battery degradation compared to standard

terrestrial use.
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17. Expert Conclusion

The Starlink Direct-to-Cell initiative represents a profound triumph of physical layer engineering and

MAC-layer timing orchestration. By successfully placing a regenerative eNodeB in a 340 km orbit,

aggressively managing Doppler shifts and propagation delays through bleeding-edge 3GPP Release 17 and

18 standards, and acquiring immense swathes of dedicated terrestrial spectrum, SpaceX has assured its

dominance in the burgeoning non-terrestrial network sector.

From an RF systems architecture perspective, the technology is mathematically and practically sound.

However, its application must be contextualised accurately within the broader telecommunications

ecosystem. It is absolutely not a replacement for dense terrestrial infrastructure. Rather, it transforms the

concept of geographic cellular coverage from a two-dimensional terrestrial patchwork into a ubiquitous,

three-dimensional global baseline. Over the next five years, early adopters in rural locations—such as

remote regions of Australia serviced by Optus and Telstra—will witness the total elimination of geographic

isolation. Telecommunications providers who fail to secure satellite roaming agreements will face severe

competitive disadvantages. In the ten-year horizon, as 6G standards natively assimilate non-terrestrial

endpoints, the distinction between a satellite network and a mobile network will dissolve entirely. The

aggressive $17 billion spectrum acquisition from EchoStar demonstrates definitively that SpaceX does not

view itself merely as a satellite operator, but as the foundational architect of the next generation of global

mobile infrastructure. Infrastructure funds and defence agencies must align their strategic planning

immediately to account for a telecommunications landscape where space-based cellular backbones are a

definitive, unavoidable reality.
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